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Key Takeaways

Despite widespread concern voiced in Washington D.C. and the media about AI’s potential
to supercharge disinformation in the context of elections, the 2024 U.S. election process has
not yet seen malicious applications of AI at scale.

Recent elections in the EU, as well as national elections in France and the UK saw limited
influence from AI-generated content. Efforts to regulate the use of AI-generated material in
Europe have, thus far, largely fallen under the Digital Services Act (DSA) and have otherwise
emphasized voluntary codes of conduct.

Recent experiences in the Global South offer a series of real-world examples of AI deployed
by campaigns and external actors in the context of elections. Campaigns have
experimented with using AI to connect with voters, illustrating potential positive
applications of AI -- assuming it does not undermine candidates’ perceived authenticity.

Amidst public hesitation around AI, technology companies have been forward leaning in
grappling with these risks. Their mitigation tactics are comprised of guardrails for content
creation and as well as defining disallowed use of the content. Private sector actors have
also taken a lead in coordinating content provenance standards which lay the groundwork
for protecting the information ecosystem.

As private sector entities beyond the technology industry build AI into public facing
products, integrating state-of-the-art provenance standards, including metadata and
watermarking techniques, will help to mitigate risks associated with system misuse and
liability.

The anxiety around AI and elections should be understood in the context of declining public
confidence in democracy around the world. The use of social media by foreign actors in the
2016 U.S. election primed Americans to see technology as a potential threat to democracy.
Additionally, increasing multipolarity and global inertia in the face of climate change, the
COVID-19 pandemic, and rising inequality has driven doubts about the functionality of
democratic models. Amidst this sense of endangerment, democracies are especially
attuned to their vulnerabilities.
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Setting regulatory guardrails for AI’s use in elections: plenty of
talk, limited action

As 2024 approached, media headlines trumpeted the upcoming ‘year of elections,’ with nearly
half of the world’s population eligible to vote (for more see DGA Group’s 2024 Election Series).
One recurring theme was the perceived danger that AI posed to democratic processes. Access
to high-quality, low-cost AI-generated images, videos, and audio presented bad actors with
new and improved opportunities to create disinformation. The lack of universal content
provenance standards has made it all but impossible for the media, let alone individual voters,
to discern fake content from real. 

Halfway through 2024, with several high-profile elections, including those for the EU
Parliament, India, the UK, and Taiwan, behind us, it bears taking stock on how AI- generated
content has been used in elections thus far. In the U.S. and Europe, AI-generated election
misinformation has been limited. The Global South offers more widespread and varied uses of
AI in the context of elections, with politicians in India, Pakistan, and Indonesia actively
experimenting with the use of AI in campaigns. However, halfway through 2024, the forewarned
chaos, with AI generated content flooding the media ecosystem and influencing voters has, so
far, not materialized at scale. 

Regulatory efforts
Democratic governments are in broad agreement that the use of AI-generated content to
mislead voters stands to have a corrosive impact on elections. Policy solutions tend to
gravitate towards prohibitions on such material or required disclosure—however, both are
limited by the technical difficulties in reliably detecting AI generated content. Even were a
provenance standard to emerge, the proliferation of digital election-relevant materials and the
range of actors responsible for them would make enforcement an uphill battle. 

Instead, responses to date have focused on pressuring political parties to abide by voluntary
rules and social media companies to label and limit the spread of such material. To set the
scene, we briefly review regulatory approaches in several prominent geographies to date.

UNITED STATES:  In the 18 months since the initial release of ChatGPT-3, the U.S. Congress has
seen five separate bills related to the use of AI in elections. Draft legislation broadly takes one
of two approaches: either banning specific uses of AI in campaign contexts--the Candidate
Voice Fraud Prohibition Act and the Protect Elections from Deceptive AI Act--or requiring
disclosure and labeling--the REAL Political Advertisements Act and the AI Transparency in
Elections Act of 2024. Of the three bills that have advanced out of Committee, only one--the
Preparing Election Administrators for AI Act--did so worth with bipartisan support. The other
two faced Republican criticism for stifling innovation and limiting free speech. 
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Absent Congressional action, the Federal Communications Commission (FCC) has engaged
the issue from a rulemaking perspective. In February 2024 the FCC ruled that the use of
artificial voices in robocall is illegal – although the ban is not specific to elections, the
accompanying announcement warned about the risks of AI audio deepfakes misleading
voters. In May 2024, the FCC proposed another rule requiring labels for AI content in TV and
radio political ads. That proposed rule, however, has faced push back by the Federal Election
Commission (FEC) on the grounds that election content is outside the FCC’s jurisdiction. In
August 2024, FEC Chair Sean Cooksey indicated in August 2024 that the Commission does not
plan to introduce any rules governing the use of AI in political advertising.

EUROPEAN UNION: Europe has endeavored to address the use of AI in election materials
through existing digital regulations, specifically the Digital Services Act (DSA). In March 2024,
the European Commission released guidelines for online platforms covered by the DSA to
mitigate systemic risks related to election integrity, including AI-generated content. The
Commission also supported a 2024 Code of Conduct for the European Parliamentary Elections;
whereby signatory political parties pledged to prevent “the deliberate deception of the public,
including through the use of artificial intelligence.” The utility of such a pledge, however, is
limited by the absence of enforcement capabilities. Research by non-profit AI Forensics found
that several French parties--who had previously signed on to the code of conduct--openly
admitted to using AI-generated materials in the July 2024 French parliamentary elections.

UNITED KINGDOM: In mid-June, the UK Electoral Commission released guidance aimed at
equipping election officials, candidates, and campaigns to respond to and report
disinformation. Further guidance sought to support voters in thoughtfully engaging campaign
content, acknowledging that campaigns may employ AI but asserting that “we expect anyone
using AI-generated campaign material to use it in a way that does not mislead voters, and to
label it clearly.” Although more stunt than meaningful trend, the UK also saw an AI-generated
candidate that served as a proxy for a human candidate--British voters were seemingly not
impressed, giving ‘AI Steve’ only 0.3% of the vote.

TAIWAN: Well-versed in foreign influence operations, the Taiwanese legislature amended
existing laws to impose penalties—up to seven years in prison--for the creation and
distribution of deepfake content intended to influence election outcomes. A report
commissioned by the independent Thomas Edison Foundation described close collaboration
between political parties, media and fact checking entities in responding to foreign generated
AI content in the lead up to January 2024 elections, but found that the blending of accurate
content and falsehoods limited the effectiveness of debunking efforts. An April 2024 Microsoft
report observed that the Taiwanese presidential election saw a “surge” of AI-generated
content, calling it the first time the Microsoft team had “witnessed a nation-state actor using
AI content in attempts to influence a foreign election.”

INDIA: Following an order from the Delhi High Court, the India Election Commission put out an
advisory in May 2024 instructing political parties not to use synthetically and misinformation
on social media posts. The advisory was little more than a request, however, and did little to
deter the spread of such content.
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AI election use cases: a dual edged sword

While governments have attempted to design policies that address anticipated applications of
AI, databases from Wired and Rest of World document real-time uses of AI in elections. These
range from potentially serious--a deepfake audio clip of a candidate in Slovakia discussing
vote rigging was released in the pre-election silence period, making it particularly difficult for
the campaign to dispel--to the easily refuted--fake endorsements--to the macabre--digital
reincarnation of deceased politicians. 

Although disinformation predates modern technology, digital technology is a powerful tool to
vastly expand its reach and, with the emergence of AI-generated multimedia content,
tremendously enhances the quality and volume of fake content. The list below elaborates on
ways in which emergent AI-driven applications could – and in isolated incidences has – been
used in the context of elections:

Enhance, or enable campaign efforts
Political parties across the world have been exploring AI as a tool to connect with voters more
effectively. In Pennsylvania, a Democratic congressional candidate used an AI voter outreach
tool that engaged in two-way conversation about the candidate and her positions. In one high-
profile example, Pakistan’s Imran Khan used AI-generated videos to campaign from prison, an
example of using AI to circumvent repression. In India, a candidate used AI to generate videos
of himself speaking a local language in an effort to connect with voters.  Candidates in India
also used AI to create personalized holiday and birthday calls to voters.

These anecdotes illuminate the possibility that, in the hands of campaigns, AI tools can be used
to enhance the candidates’ message, perhaps connecting with more voters at a lower cost (or
requiring fewer staff or volunteer hours). The line between persuading and misleading is a fine
one, however, especially if voters are unaware when they are interacting with AI- generated
content. Furthermore, as voters express a desire for authenticity, AI-powered microtargeting
risks being perceived as disingenuous.

Smear campaigns
AI raises the possibility that malicious actors or campaigns could manufacture derogatory
content, leveling accusations supported by AI-generated videos, audio or photos. Even if the
claim is eventually disproven, an AI-manufactured smear campaign could nonetheless sully the
opponent’s reputation. Smear campaigns, whether false or fact-based, also serve to distract
from real issues and substantive positions. 
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While the risk of being caught in a lie might deter official campaigns from this tactic, no such
deterrent exists for domestic or foreign third-party actors, whether their objective is to
advance their own political agenda or to sow general disruption. With social media a powerful
avenue to spread content without clear quality control and provenance verification, barriers to
launching such a campaign are low. This can be thought of as ‘Pizzagate + AI’: as the 2016
conspiracy demonstrated, false narratives can spread with little more than messaging boards
and an inflamed political environment. If we imagine a deepfake video or audio clip of Hillary
Clinton discussing the alleged trafficking network, we get a sense of how actors could use AI
tools to manufacture supporting evidence for a false claim. In doing so, AI could boost the
credibility of the false narrative, perhaps attracting more believers. 

Suppress the vote
Actors could deploy deepfakes of authority figures to call for an election boycott or spread
other false information to suppress voter turnout. The deepfake robocalls during the 2024 New
Hampshire primary are a largely unsuccessful example of this tactic. The calls were quickly
debunked, but played to a well-known feature of American politics: it is easier to persuade
voters not to vote, as opposed to changing their vote to the opposing party. 

The liar’s dividend
Regardless of whether AI tools are utilized in the context of a campaign, the technological
possibilities and wide availability of AI tools provide candidates faced with an unflattering
video, photo, or audio clip with a ready excuse to dismiss it as AI generated, knowing that
content provenance remains elusive. This would obviously be complicated by the existence of
eyewitnesses, but, at scale, would leave voters unable to distinguish between fact and fiction.
Even if the claims were not widely believed, it undermines the public’s ability to know what is
true, contributing to a broad devolution of the information ecosystem.

Target election officials and administration
Claims of a stolen election do not require technology but can be bolstered through it. Election
officials in Arizona, for example, have been running training scenarios in which local election
officials receive a deepfake phone call instructing them to close a polling station early or
deliver ballots to a different location. If bad actors were to successfully deploy AI deepfakes
to prompt just a few specific, time-limited actions by election officials, this could sow
considerable confusion and distrust amongst the electorate. The likely objective would be to
foster civil unrest and rejection of election outcomes.
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Industry imposed roadblocks: a multipronged approach

AI developers have two primary avenues by which to govern the use of their products: policies
focused on content creation--declining certain kinds of requests--and policies aimed at
defining disallowed use of the content. As an example of the former, OpenAI has implemented
guardrails on DALL-E to prevent use of the tool to create images of real people. Google placed
restrictions on the types of elections related queries that AI chatbot Gemini would answer
concerning Indian and U.S. elections; Meta did the same with its AI chatbot. Technical
guardrails, however, are not watertight. Research by the D.C.-based Center for Countering
Digital Hate on the use of voice cloning tools to recreate politicians’ voices found that, despite
prohibitions on nonconsensual voice cloning, “misleading content,” and content aimed at
influencing elections, safety measures were easily bypassed, allowing the researchers to
create voice clones of high-profile American, British, and French politicians.

In the ‘use’ category, users must agree to the Terms of Service (ToS) to access a tool.
Anthropic’s ToS, for example, prohibit use of the model to spread misinformation or “create
political campaigns or interfere in elections.” Meta’s open-source Llama suite of LLMs prohibit
use of the tool in a way that “intentionally deceive[s] or mislead[s] others.” ToS assume good
faith from users; if a user uses the content in a way that violates use terms, the company can
retroactively suspend the account. But without knowing the user’s intentions at time of content
creation, they cannot block the content generation. 

Industry drives push towards standards while multilateral action lags
Technology companies, having previously found themselves in regulatory crosshairs
concerning social media’s influence on elections, have been publicly forward leaning on the
issue of information integrity, especially in the context of elections. At the 2024 Munich
Security Conference, 24 technology companies signed on to the AI Elections Accords, which
focus on developing and deploying detection technologies and provenance standards. Google
(YouTube) and Meta (Facebook, Instagram, Threads) require all content generators to
voluntarily disclose use of AI in “realistic” content posted to their platforms. Meta has gone a
step further, stating an intent to screen content for AI metadata and watermarks as other
companies begin implementing industry provenance standards.
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Ensuring content integrity is premised on the ability to readily identify AI generated material –
which is both a technical quandary and question of standards. Existing watermarking
technology is considered to be limited by the presumed ability of bad actors to both remove
and create false watermarks, as well as complexities introduced by open-source models.
Research is ongoing to address those deficiencies. Technology companies, keen to build public
trust and encourage AI uptake, have initiated cross-industry efforts to create standards on
audio and image provenance, namely through the Coalition for Content Provenance and
Authenticity (C2PA). Formed in 2021 by founding members Adobe, Arm, BBC, Intel, Microsoft
and Truepic, the coalition builds upon the Adobe-led Content Authenticity Initiative and a joint
Microsoft and BBC initiative tackling digital disinformation. C2PA membership has expanded to
over 200 entities, including media and technology companies. Efforts to establish a common,
international standard remain at an early stage. These efforts are critical, given the near
impossibility of restraining digital tools to national borders. 

In May 2024, a collaboration aimed at coordinating standards for the labeling and detection of
synthetic content was announced. Participants include C2PA, the International
Electrotechnical Commission (IEC), the International Organization for Standardization (ISO),
and the International Telecommunication Union (ITU).  The anticipatory challenge will be to
build standards across geographies, building consensus between American and Chinese public
and private sector actors as each seeks a prominent stake in setting global AI standards. 

Especially as companies outside the Silicon Valley ecosystem integrate AI features into public
facing products, they should prioritize integrating and maintaining state-of-the-art provenance
standards, as well as robust system guardrails. Even absent a regulatory requirement,
incorporating best practices for content provenance management—and monitoring
effectiveness—mitigates risks of system misuse and promotes information integrity.
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AI & democratic decline: A causal relationship or a spurious one?
The utility of AI in prompting voters to change their behavior may well be limited by the
political stasis of the U.S. political scene: with few undecided voters, it is extraordinary difficult
to flip a Democratic voter into a Republican voter--or vice versa. At best, a bad actor might
hope to dissuade a voter from voting--whether by using AI generated content to disparage a
preferred candidate or by creating deep fakes that actively discourage voting.

Ultimately, anxiety surrounding the potential of AI tools to influence elections reflects less a
fundamentally new threat and more a growing rising self-doubt concerning the continued
vitality of democracies in the 21st century. In 2016, Americans were caught unaware by the
weaponization of social media platforms to manipulate voters. The events of January 6, 2021,
fed further concerns about the vitality of American democracy. Globally, Freedom House
reported 2024 as the 18th straight year of democratic decline. Economic growth under
authoritarian governments has attracted adherence from many low- and middle-income
countries--calling into question the presumed universal appeal of democracy.

Amidst this pessimistic landscape, Western democratic governments are arguably primed to
see technological developments through a lens of how they might endanger democratic
processes. Clearly, this is a real concern--as outlined here, there are several viable AI-powered
tactics that bad actors could employ to manipulate, confuse, and deter voters and undermine
faith in institutions. But these worries cannot be separated from indicators that support for
democratic norms and institutions is on the decline more broadly. As technically difficult a
problem as AI watermarking may be, the problem of restoring public confidence in democratic
governance will prove far more difficult. 
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